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Abstract 

Systematic reviews are one of the key building blocks 
of evidence-based software engineering. Current 
guidelines for such reviews are, for a large part, based 
on standard meta-analytic techniques. However, such 
quantitative techniques have only limited applicability 
to software engineering research. In this paper, there-
fore, we describe our experience with an approach to 
combine diverse study types in a systematic review of 
empirical research of agile software development.  
 
1. Introduction 
The volume of research that needs to be considered by 
software engineering (SE) practitioners and research-
ers is constantly expanding. In many areas it has be-
come almost impossible for the individual to read, 
critically evaluate, and synthesize the state of current 
knowledge, let alone keep updating this on a regular 
basis. As a result, reviews have become essential tools 
for anyone who wants to keep up with the new evi-
dence that is accumulating in his or her field of inter-
est. Reviews are also required to identify areas where 
the available evidence is insufficient and further stud-
ies are required. However, because of the often poor 
quality of traditional narrative reviews, there has re-
cently been an increasing focus on formal methods of 
systematically reviewing studies, to produce explicitly 
formulated, reproducible, and up-to-date summaries of 
the effects of health care and social science interven-
tions [5], [6], [9], [15], [24], [26]. 

The recent focus on evidence-based software engi-
neering (EBSE) [8], [19] has resulted in an increased 
interest in systematic reviews (SRs) within the field of 
SE as a means of evaluating and interpreting the avail-
able research relevant to a particular research question, 
topic area, or phenomenon of interest [1], [18]. Recent 
examples of such reviews include [9], [12], [16], [28],  

EBSE aims to improve decision making related to 
software development and maintenance by integrating 

current best evidence from research with practical ex-
perience and human values [19]. This is an ambitious 
aim, particularly because the gap between research and 
practice can be wide. EBSE seeks to close this gap by 
encouraging a stronger emphasis on methodological 
rigor while focusing on relevance for practice. EBSE 
involves five steps to reach its aim [8]: 

1. Convert a relevant problem or information need 
into an answerable question. 

2. Search the literature for the best available evi-
dence to answer the question. 

3. Critically appraise the evidence for its validity, 
impact, and applicability. 

4. Integrate the appraised evidence with practical 
experience and the customer’s values and cir-
cumstances to make decisions about practice. 

5. Evaluate performance and seek ways to im-
prove it. 

SRs are a key tool for enabling evidence-based 
practice as they bring together, and combine, the find-
ings from multiple studies. This is evident from the 
methodology of EBSE, as the first three steps actually 
constitute the essence of undertaking a SR. 

In this paper we describe our experience of apply-
ing SR methods to identify, select, and synthesize the 
evidence of multiple, already existing, studies that use 
either qualitative or quantitative methods. We do not, 
however, report the results of the SR itself in this pa-
per. Section 2 examines the concept of systematic re-
views, section 3 provides an overview of the research 
methods used, and section 4 presents our experience of 
conducting the review, while Section 5 provides a dis-
cussion of our experience and their implications. 

 
2. What are systematic reviews 
Undertaking a review of the literature is an important 
part of any research project. Unlike a traditional narra-
tive review, a SR is a concise summary of the best 
available evidence that uses explicit and rigorous 
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methods to identify, critically appraise, and synthesize 
relevant studies on a particular topic. These methods 
are defined in advance and are documented so that 
others can critically appraise and replicate the review. 

Explicit inclusion and exclusion criteria specify the 
types of study designs, interventions, populations, and 
outcomes that will be included in the review. A sys-
tematic search strategy specifies the keyword strings 
and sources used to find relevant studies in bib-
liographic databases and other electronic sources. It 
may also be necessary to search key journals and con-
ference proceedings by hand to identify relevant stud-
ies that are not fully indexed. The search may be 
bounded by dates, journals, databases, and so forth, as 
long as the search procedures are transparent and rep-
licable.   

Decisions about full text retrieval, study eligibility, 
and coding are most often made by two independent 
reviewers to increase reliability. Similarly, data from 
primary outcome studies are extracted by independent 
reviewers onto paper or electronic forms. These data 
typically include characteristics of the study design, 
interventions, sample, outcome measures, and findings. 

Several terms are often used to describe the process 
of systematically reviewing and synthesizing research 
evidence, including “systematic review”, “systematic 
literature review”, “research synthesis”, and “meta-
analysis”. The first three of these are often used inter-
changeably. However, a SR and a meta-analysis are 
not one and the same. Meta-analysis is a specific 
methodological and statistical technique for combining 
quantitative data [23]. As such, meta-analysis is one of 
several tools that can be used in preparing a SR. 

 
Table 1. Differences between traditional reviews 

and systematic reviews (adapted from [24]) 

Feature Traditional 
reviews 

Systematic reviews 

Question Often broad in 
scope 

Often a focused  
research question 

Identification 
of research 

Not usually 
specified, poten-
tially biased 

Comprehensive 
sources and explicit 
search strategy 

Selection Not usually 
specified, poten-
tially biased 

Criterion-based  
selection, uniformly 
applied 

Appraisal Variable Rigorous critical  
appraisal 

Synthesis Often a qualita-
tive summary 

Qualitative and/or 
quantitative synthesis 

Inferences Sometimes  
evidence-based 

Usually  
evidence-based 

Both traditional narrative reviews and SRs are ret-
rospective, observational studies and are therefore sub-
ject to systematic and random error. The quality and 
worth of a review, thus, depends on the extent to 
which scientific review methods have been used to 
minimize error and bias. This is the key feature that 
distinguishes traditional narrative reviews from SRs 
(see Table 1) [24]. In this respect, SRs can be seen as a 
research method in itself, which in many respects are 
very similar to a survey – except that a survey involves 
people, while a SR involves the literature. 

Thus, the strength of SR methods lies in their ex-
plicit attempt to minimize the chances of drawing 
wrong or misleading conclusions as a result of biases 
in primary studies or from biases arising from the re-
view process itself [9], [24], [26]. 

SRs of multiple studies help establish whether sci-
entific findings are consistent and can be generalized 
across populations, settings, and treatment variations, 
or whether findings vary by particular subsets. SRs can 
also identify crucial questions that have not been ade-
quately addressed with past empirical research. 

SRs are essential in informing research and practice 
in SE, and most of the recent interest in such reviews 
in SE originates from reviews of the effectiveness of 
interventions reflected in initiatives like the Campbell1 
and Cochrane2 Collaborations. 

Noblit and Hare introduced a distinction between 
integrative and interpretive reviews [25]. Integrative 
reviews are concerned with combining or summarizing 
data for the purpose of creating generalizations [6]. It 
involves techniques, such as meta-analysis, that are 
concerned with assembling and pooling well specified 
data, or less formal techniques, such as providing a 
descriptive account of the data.  

Interpretive reviews, on the other hand, achieve 
synthesis through subsuming the concepts identified in 
the primary studies into a higher-order theoretical 
structure. The primary concern is with the develop-
ment of concepts and theories that integrate those con-
cepts. An interpretive synthesis will therefore avoid 
specifying concepts in advance of the synthesis, but 
rather ground concepts in the data reported in the pri-
mary studies [7]. 

Noblit and Hare suggest that integrative reviews are 
primarily suitable for synthesizing quantitative studies, 
while interpretive reviews are more suitable for syn-
thesizing qualitative studies [25]. Still, whilst most 
forms of synthesis can be characterized as being either 
primarily interpretive or primarily integrative, every 
integrative synthesis will include elements of interpre-
                                                           
1 See: www.campbellcollaboration.org 
2 See: www.cochrane.org 
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tation, and every interpretive synthesis will include 
elements of aggregation of data. This is particularly so 
when diverse study types are combined in a SR. 

 
3. Methods used for the review 
Based on guidelines from the medical literature, 
Kitchenham presented general procedures for perform-
ing systematic reviews of SE research (Table 2) [18]. 
We followed these general recommendations and the 
standard stages of the review process outlined in these 
procedures, which for a large part are based on stan-
dard meta-analytic techniques that are designed for 
combining data from quantitative studies (see [23]).  

However, there are no such standard methods for 
assessing quality or synthesizing data from qualitative 
or mixed qualitative and quantitative research. As the 
contribution of such research to the evidence base is 
increasingly acknowledged in SE [27], this poses a 
major challenge for performing high-quality SRs. As a 
consequence, we particularly needed additional guide-
lines for quality assessment and data synthesis. 

With respect to quality assessment, there is debate 
in the literature about whether the concepts of quality 
used to assess qualitative research should be roughly 
the same as, parallel to, or quite different from those 
used to assess quantitative research. There is also some 
contention about the extent to which quality assess-
ment of qualitative inquiry can be formalized [11], 
[29].  

There is also a tension between the possible (statis-
tical) benefits of including a large number of primary 
studies and conducting high-quality reviews of fewer 
studies with the use of more selective quality assess-
ment criteria. Some form of quality assessment of in-
dividual studies is, nevertheless, necessary to limit bias 
in conducting the SR, gain insight into potential com-
parisons, and guide interpretation of findings [15]. 

As there is no common scoring method available 
for diverse study types as in our review, we had to 
develop a framework that could be used to assess the 
quality of combined qualitative and quantitative em-
pirical research. There are also common problems in 
appraising the quality of published research as journal 
articles and, in particular, conference papers rarely 
provide enough detail of the methods used due to 
space limitations in journal volumes and conference 
proceedings. There is therefore a danger that what is 
being assessed is the quality of reporting rather than 
the quality of research [14]. 

We chose to obtain and assess each of the primary 
studies according to 11 quality criteria (see Section 
4.5). The criteria were based on those proposed for  

Table 2. Stages of the SR process [18] 

1. Planning the review 
a. Identification of the need for a review 
b. Development of a review protocol 

2. Conducting the review 
a. Identification of research 
b. Selection of primary studies 
c. Study quality assessment 
d. Data extraction 
e. Data synthesis 

3. Reporting the review 

 
the Critical Appraisal Skills Programme (CASP)3, in 
particular those for assessing the quality of qualitative 
research, and by principles of good practice for con-
ducting empirical research in SE [20]. 

With respect to data synthesis, Dixon-Woods et al. 
provided a brief overview and critique of a selection of 
strategies for synthesizing qualitative and quantitative 
evidence, ranging from techniques that are largely 
qualitative and interpretive through to techniques that 
are largely quantitative and integrative [7]. They iden-
tified a range of methods that are available for synthe-
sizing diverse forms of evidence. These include narra-
tive summary, thematic analysis, grounded theory, 
meta-ethnography, meta-study, realist synthesis, Miles 
and Huberman’s data analysis techniques, content 
analysis, case survey, qualitative comparative analysis 
and Bayesian meta-analysis. These methods vary in 
their strengths and weaknesses, their ability to deal 
with qualitative and quantitative forms of evidence, 
and the type of question for which they are most suit-
able.  

As meta-ethnography is perhaps the most well-
developed method for synthesizing qualitative data, 
and one of the few areas in which there is an active 
program of funded methodological research for quali-
tative synthesis [7], it was the method selected for our 
SR. In addition, meta-ethnography clearly has origins 
in the interpretive paradigm from which most methods 
of primary qualitative research evolved. 

 
4. Review process experience 
4.1. Planning the review 
As in any scientific endeavor, a SR needs a detailed 
protocol that describes in advance the process and 
methods that will be applied. Following the guidelines, 
procedures, and policies of the Campbell Collabora-
tion, the Cochrane Reviewers’ Handbook [15], CRD’s 
guidance for those carrying out or commissioning re-

                                                           
3 www.phru.nhs.uk/casp/casp.htm 
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views [17], and consultation with SE specialists on the 
topic and methods, therefore, we developed a protocol 
for the SR. This protocol specified the research ques-
tions, search strategy, inclusion, exclusion and quality 
criteria, data extraction, and synthesis methods. 

The most important activity during the planning 
stage is to formulate the specific research question or 
questions to be answered by the SR as all other aspects 
of the review process depend on them. Together with 
the protocol, this is what distinguishes a SR from a 
traditional literature review – not necessarily the num-
ber of included studies. 

The aim of our study was to provide an evidence 
base of the effectiveness of agile software develop-
ment methods. This is a topic of professional and sci-
entific importance as such methods are becoming in-
creasingly popular and because of all the claims and 
myths surrounding these methods.  

To achieve this, we adopted a SR approach that 
would address the following research questions: 
1. What is currently known about the benefits and 

limitations of agile software development? 
2. What is the strength of the evidence in support of 

the claims regarding agile software development? 
3. What are the implications of these studies for the 

software industry and the research community? 
We found that asking these questions were essential 

not only for determining the content and structure of 
the review, but also for guiding the review process 
including strategies for locating and selecting studies, 
for critically appraising the studies, and for analysing 
their results. 

As the literature that informed the study originated 
from a variety of sources, including both qualitative, 
quantitative, and mixed methods research, an addi-
tional aim of the review was to advance methodology 
for integrating diverse study types within systematic 
reviews of SE interventions. To accomplish these aims, 
we planned each step of the SR process in detail and 
also had the protocol informally reviewed by Prof. 
Barbara Kitchenham.  

We found it extremely useful to pilot parts of the 
review process during the planning stage; in particular, 
the search strategy and the citation management proce-
dures. In our experience, therefore, the planning stage 
of a SR should be an iterative process of definition, 
clarification, and refinement. 

 
4.2. Identification of research 
A comprehensive, unbiased search is one of the fun-
damental factors that distinguish a SR from a tradi-
tional literature review. A systematic search begins 
with the identification of keywords and search terms 

which are built from the research questions. However, 
it is important to recognize that SE keywords are not 
standardized and that they can be both discipline and 
language-specific. There is thus important to be con-
scious of differences between terminologies when de-
fining the search terms. 

Finding an answer to the research questions in-
cludes selecting appropriate information resources and 
executing a search strategy. However, it is always nec-
essary to strike a balance between comprehensiveness 
and precision when developing a search strategy. In-
creasing the comprehensiveness of a search entails 
reducing its precision and retrieving more non-relevant 
articles. However, the goal of a SR is not to retrieve 
everything – it is to retrieve everything of relevance to 
the research questions, while leaving behind the irrele-
vant [26]. 

Based on the research questions and pilot searches 
during the planning stage, we found the following ba-
sic search strings to be most appropriate for the SR: 

1. agile AND software 
2. extreme programming 
3. xp AND software 
4. scrum AND software 
5. crystal AND software AND (clear OR orange 

OR red OR blue) 
6. dsdm AND software 
7. fdd AND software 
8. feature AND driven AND development AND 

software 
9. lean AND software AND development 
All these search terms for agile articles were com-

bined by using the Boolean “OR” operator, which im-
plies that an article only had to include any one of the 
terms to be retrieved. That is, we searched: 

1 OR 2 OR 3 OR 4 OR 5 OR 6 OR 7 OR 8 OR 9 

The search strategy did not only include published 
journals listed in bibliographic databases, but also 
comprised hand searches of specific conference pro-
ceedings. 
The following electronic databases were searched as 
we considered these to be the most relevant ones:  

• ACM Digital Library 
• Compendex. 
• IEEE Xplore 
• ISI Web of Science 
• Kluwer Online 
• ScienceDirect – Elsevier 
• SpringerLink 
• Wiley Inter Science Journal Finder 
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In addition, we hand searched all volumes of the 
following conference proceedings for research papers: 

• XP 
• XP/Agile Universe 
• Agile Development Conference.  

We applied the search terms to the titles, abstracts, 
and keywords of the articles in the identified electronic 
databases and conference proceedings. Excluded from 
the search were editorials, prefaces, article summaries, 
interviews, news, reviews, correspondence, discus-
sions, comments, reader’s letters and summaries of 
tutorials, workshops, panels and poster sessions. This 
search strategy resulted in a total of 2,946 “hits” that 
included 1,996 unduplicated citations. 

Due to the lack of standardization between the elec-
tronic resources, we had to implement the search strat-
egy individually for each database. In particular, we 
found it conspicuous that the least flexible search inter-
faces were those offered by the SE specific databases. 
This gave us a lot of extra work as we had to perform 
several trial searches only to find out how each of the 
databases handled different Boolean expressions. The 
results of these trial searches were not always self-
evident. In addition, it turned out that we could not 
restrict searches in the ACM Digital Library to titles, 
abstracts and keywords. Therefore, we had to search 
the full text of all citations in this database. Again, this 
led to much extra work as these full text searches re-
turned a large proportion of irrelevant studies. 

Also, after performing the searches we found that 
we could have saved ourselves some work as none of 
the publisher-specific databases except the IEEE 
Xplore and ACM Digital Library returned any unique 
“hits”. That is, all articles returned by Kluwer Online, 
ScienceDirect, SpringerLink, and Wiley Inter Science 
Journal Finder were also returned by either ISI Web of 
Science or Compendex. 

 

Stage 1
Identify relevant studies –
search databases and 
conference proceedings

Stage 2 Exclude studies on the basis
of titles

Stage 3 Exclude studies on the basis
of abstracts

Stage 4 Obtain primary papers and
critically appraise studies

Stage 1
Identify relevant studies –
search databases and 
conference proceedings

Stage 2 Exclude studies on the basis
of titles

Stage 3 Exclude studies on the basis
of abstracts

Stage 4 Obtain primary papers and
critically appraise studies  

Figure 1. Stages of the study selection process 

4.3. Selection of primary studies 
When piloting the search strategy, we were immedi-
ately confronted by the challenge of how valuable it 
would be to review an immature field with few empiri-
cal studies. However, a SR can also highlight the ab-
sence of data and point to the fact that any understand-
ing is based on limited empirical underpinnings, which 
in itself is an important contribution [26]. Therefore, 
we also saw the SR as an excellent means of identify-
ing the gaps in agile software development research 
and suggest directions for future research efforts.  

Thus, studies were eligible for inclusion in our re-
view if they presented empirical data on agile software 
development and passed the minimum quality thresh-
old (see Section 4.5). Furthermore, studies of both stu-
dents and professional software developers were in-
cluded. Inclusion of studies was not restricted to any 
specific research method, type of intervention, or out-
come measure. The SR included qualitative, quantita-
tive, and mixed method research studies published 
from 2005 and backwards. Only studies written in the 
English language were included. 

Studies were excluded if their focus, or main focus, 
was not agile software development or if they did not 
present empirical data. Furthermore, as our research 
questions were concerned with agile development as a 
whole, and its underlying assumptions, studies focus-
ing on single techniques or practices, such as pair pro-
gramming, unit testing, or refactoring, were excluded. 

Finally, as our focus was on empirical research, 
“lessons learned” papers and papers merely based on 
expert opinion were also excluded. 

 
4.4. Citation management, retrieval, and inclu-
sion decisions 
All citations (except those from ACM, see below) were 
entered into and sorted with the aid of EndNote, and 
imported to Excel, where we recorded the source of 
each citation, our retrieval decision, retrieval status, 
and eligibility decision. For each subsequent stage of 
this selection process (see Figure 1), separate EndNote 
databases and Excel sheets were established. 

Once again, the ACM Digital Library caused us a 
lot of extra work as it did not offer any facilities for 
downloading citations with abstracts into bibliographic 
management programs. As a consequence, we had to 
treat them manually, separate from the other citations. 

At stage 1, duplicate citations were identified and 
removed jointly by two of the authors. At stage 2, two 
of the authors sat together and went through the titles 
of all studies resulting from stage 1 for relevance to the 
SR. At this stage, we excluded studies that were clearly 
not about agile software development, independently 
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of whether they were empirical or not. As an example, 
as our search strategy included the term “xp and soft-
ware”, we got several “hits” on articles about Micro-
soft’s Windows XP operating system. Also, as we used 
the term “agile and software”, we got several hits on 
articles related to agile manufacturing.  

Titles that clearly reflected that articles were outside 
the scope of the SR were excluded. However, titles are 
not always clear indicators of what an article is about, 
as “clever” or witty titles can sometimes obscure the 
actual content of an article. In such cases, the articles 
were included for review in the next stage.  

At stage 3, studies were excluded on the basis of 
abstracts if their focus, or main focus, was not agile 
software development or if they did not present em-
pirical data. However, we found that abstracts were of 
variable quality. Some abstracts were missing, poor, 
and/or misleading, and several gave little indication of 
what was in the full article. In particular, it was not 
always obvious whether a study, indeed, was an em-
pirical one. Therefore, at this stage, we included all 
studies that indicated some form of experience with 
agile development.  

If it was unclear from the title, abstract, and key-
words whether a study conformed to the screening 
criteria, it was included for a detailed quality assess-
ment. 

At this stage, we divided the abstracts among our-
selves in such a way that each abstract was reviewed 
by two of the authors independently of each other.  
During this process we recorded the number of ob-
served agreements and also computed the Kappa coef-
ficient of agreement, which corrects for chance agree-
ment [4]. All disagreements were resolved in consulta-
tion with all three authors before proceeding to the 
next stage of detailed quality assessment. 

 
4.5. Quality assessment 
As mentioned in Section 3, we chose to obtain and 
assess each of the primary studies resulting from stage 
3 according to 11 quality criteria. This assessment was 
performed independently by two of the authors.  

The 11 criteria developed to assess study quality 
covered three main quality issues that we considered 
necessary when appraising primary studies for this SR: 

• Rigor: has a thorough and appropriate ap-
proach been applied to key research methods 
in the study? 

• Credibility: are the findings well presented 
and meaningful? 

• Relevance: how useful are the findings to the 
software industry and the research commu-
nity? 

In addition to these issues, we also included three 
screening criteria that were related to the quality of the 
reporting of a study’s rationale, aims, and context. 
Thus, each study was assessed according to whether: 

1. the study reported empirical research or 
whether it was merely a “lessons learned” re-
port based on expert opinion 

2. the aims and objectives were clearly reported 
(including a rationale for why the study was 
undertaken); 

3. there was an adequate description of the con-
text in which the research was carried out. 

As part of this screening process, any single-
technique or single-practice papers were identified and 
excluded. 

Five criteria were related to the rigor of the re-
search methods employed to establish the validity of 
data collection tools and the analysis methods, and 
hence the trustworthiness of the findings. Conse-
quently, each study was assessed according to whether: 

4. the research design was appropriate to address 
the aims of the research 

5. there was an adequate description of the sam-
ple used and the methods for how the sample 
was identified and recruited; 

6. any control groups were used to compare 
treatments 

7. appropriate data collection methods were used 
and described; 

8. there was adequate description of the methods 
used to analyze data and whether appropriate 
methods for ensuring the data analysis was 
grounded in the data. 

Two criteria were related to the assessment of the 
credibility of the study methods for ensuring that the 
findings are valid and meaningful. In relation to this, 
we judged studies according to whether: 

9. the relationship between the researcher and 
participants was adequately considered; 

10. the study provided clearly stated findings with 
credible results and justified conclusions. 

The final criterion was related to the assessment of 
the relevance of the study for the software industry at 
large and the research community. Thus, we judged 
studies according to whether: 

11. they provided value for research or practice. 
Taken together, these 11 criteria provided a meas-

ure of the extent to which we could be confident that a 
particular study’s findings could make a valuable con-
tribution to the review. The grading of each of the 11 
criteria was done on a dichotomous – “yes” or “no” – 
scale. We did not award each study an overall grade. 
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Instead, each reviewer used the overall yes-no pattern 
of each study as the basis for recommending to include 
or exclude the study. 

Initially, we thought that inclusion/exclusion deci-
sions based on quality assessments would be the most 
difficult decisions to agree upon during the selection 
process. To our surprise, the number of observed 
agreements regarding inclusion/exclusion was as high 
as 94 percent. The corresponding Kappa coefficient 
was 0.80, which is characterized as “almost perfect 
agreement” by Landis and Koch [21]. Again, all dis-
agreements were resolved in consultation with all three 
authors. A summary of the questions used to assess the 
quality of these studies are shown in Table 3. 

A general observation was that we frequently found 
that methods were not well described; issues of bias, 
validity, and reliability were not always addressed; and 
methods of data collection and analysis were often not 
explained well. 

 
4.6. Data extraction 
During this stage, data was extracted from each of the 
primary studies included in this SR according to a pre-
defined extraction form. This form enabled us to re-
cord full details of the articles under review and to be 
specific about how each of them addressed our re-
search questions.  

The aims, settings, research methods descriptions, 
findings and conclusions, as reported by the authors of 
the primary studies, were copied verbatim into NVivo 
from QSR Software, a specialist software package for 
undertaking qualitative analysis of textual data. 

 
Table 3. Quality assessment 

1. Is the paper based on research (or is it merely a “les-
sons learned” report based on expert opinion)? 

2. Is there a clear statement of the aims of the research? 
3. Is there an adequate description of the context in 

which the research was carried out 
4. Was the research design appropriate to address the 

aims of the research? 
5. Was the recruitment strategy appropriate to the aims 

of the research? 
6. Was there a control group with which to compare 

treatments?  
7. Was the data collected in a way that addressed the 

research issue?  
8. Was the data analysis sufficiently rigorous?  
9. Has the relationship between researcher and partici-

pants been adequately considered?  
10. Is there a clear statement of findings?  
11. Is the study of value for research or practice? 

However, we soon realized that when it came to ex-
tracting textual data from pdf-files, what you see is not 
always what you get. This caused us considerable extra 
work as we could not trust that the text layer of a pdf-
file actually corresponded to the layout layer. There-
fore, we had to copy all textual data from all pdf-files 
into a text editor, check for consistency with the layout 
layer, and make any corrections. As an example, from 
one of the publishers, the combination of the letters 
“fi” in the beginning of a word was consistently re-
corded as a dot (“.”) in the text layer of the paper. That 
is, any free-text searches for words beginning with this 
letter combination would not return any “hits” (e.g., 
the word “Figure” would be stored as “.gure” in the 
text layer of the pdf-file). 

When we piloted the extraction process we found 
that several articles lacked sufficient details about the 
design and findings of a study. Due to this, we also 
found that the three of us differed too much in what we 
actually extracted. As a consequence, all data from all 
primary studies were extracted by all three authors in 
consensus meetings. 

Often, we found that extracting data was hindered 
by the way some of the primary studies were reported. 
Many articles lacked sufficient information about the 
design and findings of a study for us to be able to 
document them satisfactorily in the extraction form. 
More specifically, we frequently found that methods 
were not adequately described, that issues of bias and 
validity were not always addressed, that methods of 
data collection and analysis as well as descriptions of 
samples and study settings were often not explained 
well. 

These problems have been observed by other au-
thors of systematic reviews as well. Brereton et al. [2] 
and Staples and Niazi [30] for example, reported simi-
lar findings from their reviews within the domain of 
SE. Likewise, Hawker et al. [14] reported comparable 
findings in their review of mixed methods research of 
the delivery of care across professional boundaries. 
Methodological detail and adequate description of 
findings are important for the appraisal of any re-
search. Lack of such detail can have consequences for 
the inclusion or exclusion decisions in a SR and can 
ultimately result in rejection of the article. 

 
4.7. Synthesis of findings 
While the traditional way of synthesizing findings 
from quantitative studies is to pool effect sizes and 
perform a meta-analysis, the traditional approach to 
summarizing the results from qualitative literature re-
views is by narrative discussion. The research identi-
fied by our review did clearly not allow for statistical 
meta-analysis.  
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Table 4. Seven phases of meta-ethnography [25] 

1. Getting started 
2. Deciding what is relevant to the initial interest 
3. Reading the studies 
4. Determining how the studies are related 
5. Translating the studies into one another 
6. Synthesizing translations 
7. Expressing the synthesis 
 
As mentioned in Section 3, we chose to use meta-

ethnographic methods to synthesize the data. Such 
methods provide an alternative to traditional aggrega-
tion methods. The product of a meta-ethnographic syn-
thesis is the translation of studies into one another. It is 
this aspect of mutual translation that distinguishes 
meta-ethnography from more traditional methods of 
literature review. In general terms, such translations 
can either be literal, word for word, translations or they 
can be idiomatic translations, in which the meaning of 
the text is preserved. Interpretations and explanations 
in the primary studies are treated as data and are trans-
lated across several studies to produce a synthesis [25]. 

In a meta-ethnographic synthesis, studies can relate 
to one another in one of three ways: they may be di-
rectly comparable as reciprocal translations; they may 
stand in opposition to one another as refutational trans-
lations; or taken together they may represent a line of 
argument [3]. Table 4 shows Noblit and Hare’s seven-
step process for conducting a meta-ethnography. 

The first stage of our synthesis was to identify the 
main concepts from each primary study, using the 
original author’s terms. The key concepts were then 
organized in tabular form to enable comparison across 
studies and reciprocal translation of findings into 
higher-order interpretations. This process is analogous 
to the method of constant comparison used in qualita-
tive data analysis [22], [31]. When we identified dif-
ferences in findings, we examined whether these could 
be explained by the differences in methods or charac-
teristics of the study setting. 

This process of reciprocal and refutational transla-
tion and synthesis of studies achieved three things with 
respect to answering our overarching question about 
the benefits and limitations of agile software develop-
ment. First, it identified a set of higher-order interpre-
tations, or themes, which were recurrent across studies. 
Second, it documented that agile software development 
contains both positive and negative dimensions. Fi-
nally, it highlighted gaps in the evidence about the 
applicability of agile methods for software develop-
ment. 

Although one would expect that issues of breadth 
are likely to be tackled by quantitative studies and is-

sues of depth by qualitative studies, this was not al-
ways the case. Greater breadth was often provided by 
both smaller scale qualitative studies focusing on par-
ticular software projects and by large scale quantitative 
studies focusing on a range of different organizations. 
Greater depth was not always provided by qualita-
tive studies. Some studies of this type described the 
range of views held by software developers, but did 
not analyze these views any further. 

In general, we found the synthesis process to be 
quite challenging, and we often struggled to under-
stand the findings. One of the reasons for this was the 
aforementioned lack of detail in several of the primary 
studies regarding the description of their findings. An-
other reason was the fact that the primary studies sel-
dom studied the same basic concepts, which left very 
few studies within one and the same topic area. This 
caused several problems in identifying second- (and 
higher-) order interpretations (themes) arising from the 
key concepts of the primary studies. 

 
4.8. Reporting the review 
The potential audience of a SR includes both practitio-
ners and researchers. Practitioners may be more inter-
ested in the practical implications of the review for 
their own practice, while researchers may be more in-
terested in the details of the methodology and the ques-
tion it raises for future research.  

A good SR should provide a means for practitioners 
to use the evidence provided by research to inform 
their decisions. However, turning the conclusions from 
SRs into guidelines for practice is a great challenge, 
and in line with the aims of EBSE [8] we encourage 
decision-makers to combine the evidence from re-
search with their personal experience and problem-
solving skills rather than relying solely on the results 
of a SR.  

For the time being, the results of the review are re-
ported in the form of a draft technical report. However, 
our aim is to finalize the review in the form of a pub-
lished article. The format of the report is for a large 
part based on textual summaries and the use of various 
tables, including: 

• A summary of previous literature reviews. 
• Tables that précis all included articles. 
• A table showing how the studies were graded for 

methodological rigor. 
• A descriptive evaluation of the assessed literature 

in relation to each of the three research questions 
posed. 

• A table showing the concepts of the primary stud-
ies with higher-order interpretations and themes. 

• Tables summarizing findings across themes. 
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5. Discussion and conclusions 
The aim of this paper was to share our experience of 
applying a SR of agile software development with 
other researchers planning to undertake SRs of diverse 
SE study types. We have done so by reporting on the 
steps of the research methods we used and the experi-
ence we gained in performing these steps. 

On the whole, like Brereton et al. [2] and Staples 
and Niazi [30], we found that the general procedures 
for SRs, as recommended by Kitchenham [18], worked 
well and were relevant to our review. A key challenge, 
however, was to include evidence from a variety of 
perspectives and research methods. Although explicit 
guidelines are available on how to conduct reviews of 
research based on quantitative methods, there is much 
less advice on how to conduct reviews incorporating 
qualitative and mixed-methods approaches. 

Incorporating qualitative research into the SR 
turned out to be particularly challenging at the assess-
ment and synthesis stages. This is not necessarily be-
cause qualitative research lacks relevance or rigor, but 
has more to do with the way these studies are reported 
and presented [29], [31]. Therefore, based on our need 
to combine the findings of both qualitative and quanti-
tative studies, we had to supplement the standard SR 
procedures by adding specific methods for quality as-
sessment and synthesis of empirical data extracted 
from the findings of diverse study types. Using the 
techniques and terminology usually associated with 
qualitative analysis of primary research data helped us 
to be systematic and explicit in this process. These 
techniques also emphasized the theory building poten-
tial of the synthesis. 

Still, a number of methodological questions about 
the synthesis of qualitative findings remain [7], [13], 
[14]. There are technical challenges such as inter-rater 
reliability in abstracting qualitative data from individ-
ual studies and from within study type syntheses to 
produce a cross study type synthesis. Future research 
should further explore the use of specialized software 
to support methods of qualitative synthesis, and de-
velop better ways to integrate qualitative synthesis 
with meta-analysis. 

Another question for future research is whether do-
ing a SR of high-quality empirical research would pro-
duce different findings from a SR of the multitude of 
experience reports and lessons learned papers pub-
lished at practitioner oriented conferences and confer-
ence tracks. In this case, work would also be needed 
on assessing the quality of such studies. Our experi-
ence suggests that for these non-research papers, we 
would need to move beyond the generic criteria con-
cerning the quality of how research methods are re-

ported to assess the extent to which study findings are 
grounded in software-intensive organizations’ and 
people’s own perspectives and experience.  

The usefulness of any SR depends on the quality of 
primary studies available. However, our review ex-
posed some serious shortcomings of agile software 
development studies. It indicated that SE researchers 
need to detail their methods and modes of analysis 
more thoroughly and improve both the quality of their 
abstracts and their choice of titles and keywords if 
their research is to be easily located, highly graded, 
and incorporated into evidence-based practice. 

Thus, we recommend that SE researchers increase 
the rigor with which they design, conduct, analyze, and 
report SE interventions. Such high-quality studies and 
unambiguous reporting will provide a stronger evi-
dence base upon which to conduct SRs. We also hope 
that more high-quality SRs will encourage improve-
ments in the way that primary studies are designed, 
implemented, and reported. 

Additional challenges in undertaking SRs within the 
domain of SE include the limited facilities currently 
offered by the SE specific bibliographic databases for 
advanced Boolean searches and for downloading cita-
tions with abstracts into bibliographic management 
programs. However, we hope that these weaknesses 
don’t discourage researchers from doing SRs although 
they may impose a lot of extra, manual work that are 
error prone and which ultimately can threaten the va-
lidity of a SR. 

SRs are one of the key building blocks of evidence-
based software engineering, and the interest in con-
ducting such reviews within SE is clearly growing (see 
e.g., [1], [2], [30]), although the coverage of SE topics 
by SRs is still in its infancy and very limited. How-
ever, SE research will be of little use to the software-
intensive industry unless (1) SE technologies and in-
terventions are rigorously evaluated by empirical stud-
ies and (2) the results of those studies are synthesized 
and made accessible to practitioners.  

To conclude, we recommend that reviewers use a 
structured approach in the assessment of SE interven-
tions, as detailed in Table 2. The search strategy 
should include multiple databases likely to contain SE 
interventions, and targeted journals and conference 
proceedings. Heterogeneity of study designs and inter-
ventions should be thoughtfully assessed to determine 
whether qualitative, quantitative or a mixed-methods 
synthesis is appropriate. Overall, this structured ap-
proach should help researchers and reviewers who 
strive to improve SE to base their recommendations on 
the best available evidence. 
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